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Abstract. This paper presents a strategy for text-based retrieval of
medical images by applying query modification. The goal of the paper
is to investigate whether query modification techniques can improve the
retrieval performance. The query modification includes expansion of the
queries by medical synonyms or traditional query expansion techniques
based on the retrieved document collection. Images for the experiment
are extracted from medical articles. The text from the medical articles is
used to create a field-based textual representation of the images. We used
Terrier IR search engine due to its flexibility and scalability. The results
showed that query modification methods can increase the performance
of the medical image retrieval.

1 Introduction

The subject of this paper is text-based retrieval of medical images. Medical re-
searchers and physicians frequently use on-line data-stores such as MEDLINE to
search for relevant biomedical information [1]. Scientific medical articles present
the information by multiple modalities, using both textual and visual data to
explain ideas. One can frequently find visual data in articles such as graphical
data (charts, graphs etc) and photographs. This visual data serves to provide a
better explanation of the text in the article. These images often contain valuable
medical information which in proper context can be used to help the clinical de-
cision or to visualize concepts for education or research [2]. A significant amount
of additional information can be acquired from the surrounding text of the image
i.e. image caption, text of the medical article where the image is present or other
meta data. Since this information is present in a textual form, it can be used for
image retrieval too.

In our research we focus on the text-based retrieval of medical images. Firstly,
because it is dominantly more efficient than pure visual retrieval [3]. But pri-
marily, because most of the text-based retrieval techniques relied on standard
and well-known methods not fully utilizing the domain knowledge and specific
nature of the data. Thus, we believe that we can add more value to this kind of
retrieval further moving the boundary of traditional approaches.
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In this paper, we implement query modification techniques with the aim
to improve the overall retrieval outcome. The medical images are represented
with the text from the medical articles in a field-based manner i.e. the textual
representation is organized depending on the part of medical article where it
was scraped from. Standardized techniques are used to index the textual repre-
sentations. Our strategy comes into place when we perform query modification
techniques on the provided textual queries and use them for retrieval. Several
modification techniques were used to better evaluate the performance. The re-
sults showed that using such techniques leads to better retrieval outcomes.

The rest of the paper is organized as follows: Section 2 presents the related
work in the field. Our query modification approaches are described in Section
3. Section 4 contains the experimental setup. The results and discussion are
presented in Section 5. Finally, Section 6 provides the concluding remarks.

2 Related work

Medical image retrieval is still an area of active research and there are many
attempts to tackle this issue. Approaches of retrieval of medical images usually
rely on standard text retrieval techniques. But, there are new methods which
have a more specific approach.

Ozturkmenoglu et al. [4] propose a retrieval framework based on the Ter-
rier IR search engine. The framework consists of two layers. The first layer is
classification mechanism, which detects the modality of the potential target im-
ages and filters out the unnecessary images. Then, the retrieval is performed
on the filtered subset. This approach is highly dependent on the first layer of
classification, so if that fails, the second layer will work on top of bad data.

Simpson et al. [5] use NLM’s Essie (search engine specifically tailored for the
medical domain) as a basis for their retrieval platform. They make a combina-
tion of two queries to perform the retrieval. The first query is expanded with a
disjunction of the modality terms, while the second query is expanded by a lossy
expansion of the verbatim topic.

Stathopoulos er al. [6] use Lucene search engine for text-based medical image
retrieval. They make a field-based textual representation of the images and use
the Lucene’s feature to add different weights to different fields of the represen-
tation, even excluding or combining only some fields.

Mourao et al. [7] used Lucene search engine with BM25L as a weighting
model. The initial query is expanded with preferred and alternative terms from
a SKOS formatted version of MESH using Lucene-SKOS. An additional pseudo-
relevance feedback is added to boost the retrieval. This approach improves the
metrics in the top ranks, but can impact the retrieval recall.

The related work presents non-standard approaches to this issue. The com-
mon characteristic for all approaches is query expansion (modification). This
means that when dealing with text-based medical image retrieval it is vital to
integrate query modification methods, since it can add more domain specific
parameters to the query. Our goal is to propose methods for query modification
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and to evaluate whether those methods will provide a performance boost over
the normal retrieval. The framework will be built on top of a working search
engine. Our experiments rely on Terrier IR as an underlying search engine, since
it provides efficient and effective search methods for large-scale document col-
lections.

3 Query modification methods

Based on the related work, we decided to compare several methods for query
modification. We propose a number of query modification methods with the aim
to improve the overall retrieval performance on top of a standard search engine.

3.1 Pseudo-relevance feedback

Pseudo-relevance feedback is a standardized method for query expansion [8]. One
of our query modification approaches is to use this method. Pseudo-relevance
feedback works by running the initial query on a dataset and extracts important
terms from that retrieval. Then, this technique analyzes the top n number of
documents and finds the most informative m terms. These terms are then added
to the query and another retrieval is performed. The results from this retrieval
are the final results. The diagram of this process is depicted on Figure 1.

3.2 Medical concept expansion

In this approach, we expand the query with related medical concepts extracted
from all terms present in the query. The idea of this novel approach is that
medical related concepts and synonyms can appear in the image representations,
so that the overall recall can be increased. The expansion can be done via publicly
available medical annotation tools such as MetaMap [10] and MeshUP [11]. The
diagram of the approach is presented on Figure 2.

3.3 Modality expansion

Modality is a vital characteristic of the image and physicians often use it as a
filtering mechanism when searching for images [9]. Since modality plays such an
important role, we added query modification method which finds terms related
to modality (example. x-ray, CT etc.) and expands the query mixing modality
terms with medical related concepts. This approach is similar to the previous
one with the difference that only modality terms are added to the original query.

3.4 Word weights for modality

Since modality is crucial to the retrieval, one way of increasing the performance
is by adding special weights to modality terms in the initial query. Modality is
usually mentioned in the image descriptions [12], so this way the performance
will increase for cases where the modality is present in both the query and the
image representations.
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Fig. 1. Steps in query expansion with pseudo-relevance feedback
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Fig. 2. Diagram of query modification using a medical annotation tools

4 Experimental setup

4.1 Dataset description

The dataset used for the evaluation of our methods is provided from ImageCLEF
[13], more specifically from the ad-hoc image-based retrieval subtask. The Cross-
Language Evaluation Forum (CLEF) initiative is a self-organized body whose
main goal is to promote research in developing information access systems with
a special emphasis the multilingual and multi-modal nature of information [14].
CLEF defines the task retrieval of medical images as ad-hoc retrieval in which
the input is a set of keywords and/or other medical images, and the output is a
list of relevant medical images. It is organized since 2004 and now provides both
a well established forum as well as benchmarks to evaluate various techniques in
the same conditions [15].

The goal of our task is to provide the top 1000 most relevant images for
a given query. The provided dataset contains example images and the corre-
sponding articles from where the images are taken from. The dataset provides a
number of queries which are used to evaluate the algorithms. The data provided
for the 2012 and 2013 versions of the dataset are presented on Table 1. For both
version of the dataset, the same images are used as a basis and only the number
of test queries is different.

Each test query consists of a textual part accompanied with 2-3 sample im-
ages. Since the focus of this paper is text-based image retrieval we use only

Table 1. Properties of the databases used for evaluation of the query modification
methods.

#Images #Queries
ImageCLEF 2012| 306,539 22
ImageCLEF 2013| 306,539 35
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the textual part of the query. We tuned our methods on 2012 and evaluated on
the 2013 dataset. The textual queries are usually short and contain a couple of
keywords. Some sample queries are provided below:

— osteoporosis T-ray
— cirrhosis CT images
— brain injury MRI images

The medical articles from which the images are extracted are organized as a
XML file which consists on the following fields:

— title
— abstract
— article text - referred as full-text

— captions of images present in the article
— Medical Subject Headings (MeSH ®terms) of the article

According to the best runs from previous years [3] we decided to make an
image representation based on title, abstract, MeSH terms, image caption and
the snippets (sentences) of the text where the image is mentioned (referred as
image mention).

4.2 Methods

We used Terrier IR [16] as a search engine. It was used to index image represen-
tations and later to perform the retrieval with the modified queries. The image
representations and queries are sent through a preprocessing pipeline before the
indexing and retrieval, respectably. The pipeline consists of text tokenization us-
ing tokenizer for English, stop-words removal and stemming with Porter stemmer
[17]. The weighting model is BM25 [18], which has proven to be one of the best
performing models in previous years. The weighting model is used to compute a
numeric score on how well each image in the collection matches the query. Based
on that score the images are sorted (ranked) and returned.

The pseudo-relevance feedback method expands the queries with the four
most informative terms which appear in the top three initially returned images
and appear in a minimum of two images. The weighting factor used in the modal-
ity weighting method is 2.0. This number is acquired by tunning our results over
the ImageCLEf 2012 dataset and based on the reports from previous years. The
modality and medical concept expansion uses MetaMap to generate UMLS med-
ical concepts [19]. For the modality expansion we used only the expanded UMLS
concepts related to modality, whereas for the medical concepts approach we used
almost all provided UMLS concepts. Each UMLS concept is accompanied by a
score which determines how relevant the concept is to the given text. For the
medical concepts method we use all UMLS concepts which have a score above
the concept we deem too generic. For example, the UMLS concept image ap-
pears in all queries, hence every concept with a score below this is disregarded.
The rationale behind this approach is that we do not overpopulate the query
with generic and vague concepts which change the core meaning. Example:
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— original query: knee arthroplasty z-ray images

— query expanded with modality concepts: knee arthroplasty x-ray images roentgeno-
graphic

— query expanded with UMLS concepts: knee arthroplasty z-ray images Knee
Replacement Arthroplasty (procedure) roentgenographic

4.3 Evaluation metrics

For evaluation of our methods we adopted the ImageCLEF evaluation metrics:
mean average precision (MAP), recall (Rprec), precision at first 10 (P10) and
first 30 (P30) items retrieved [3].

4.4 Experimental questions

The goal of this study is to answer the following questions:

1. Can the standard retrieval be improved with our proposed query modification
techniques?
2. Which of our proposed methods provides the best retrieval performance?

To check whether our proposed methods provide an improvement over the
standard retrieval (question 1), we compare the results of all our methods against
the standard retrieval. We compare the performance of our methods against each
other to find which of them provides the best results (question 2).

5 Results and discussion

The results of our methods are presented on Table 2. The results show that in-
tegrating query expansion using pseudo-relevance feedback shows superior per-
formance for all metrics. That was expected since the pseudo-relevance feedback
is a standardized way of improving retrieval performance [20]. The top retrieved
results are second best reported on this database (state-of-the-art results report
0.3196 MAP).

Table 2. Results from the evaluation of the query modification methods.

MAP P10 P30 Recall
normal 0.2635 0.3242 0.2172 0.0255
med. concept 0.2610 0.3294 0.2245 0.0204
modality concept|0.2517 0.3382 0.2176 0.0190
word weight 0.2426 0.2941 0.2098 0.0166
pseudo-rel. 0.3027 0.3758 0.2364 0.0306

It is interesting to note that the baseline run (normal), which is the standard
unmodified query, performs second best for the global metrics of MAP and recall.
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This means that the other expansion methods shift the meaning of the queries
and add more false-positives in the top ranked items.

A specially interesting note is the medical concept expansion method which
increases the precision for the top 10 images (and slightly top 30), but reduced
performance for the global metrics MAP and recall. This means that more rele-
vant images are pushed to the top, but more false-positives are added to the top
1000 images in general. In other words, the medical concepts added to the query
are contained in the textual representations in some of the relevant images, but
not all of them.

6 Conclusion

In this paper we presented novel and modified methods for query modification in
text-based medical image retrieval. We noted that the best results were provided
with the query expansion using pseudo-relevance feedback. This method outper-
formed other approaches, which means that standard query expansion techniques
provide best informative terms on the initial queries. It is also a pointer that
query modification techniques can increase retrieval performance. The medical
expansion methods still have potential, since we noted that there is an increase
in top 10 and 30 images for the medical concept modification method.

In the future we plan to implement field based retrieval methods. The idea
would be to add different weights and constraints on different fields of the im-
age representation, because not all parts of the image representation carry the
same informative value. Future works will also include incorporating a visual
component in the retrieval (content-based retrieval and/or modality detection).
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