ICT Innovations 2014 Web Proceedings ISSN 1857-7288 279

Linear programming approach
for online advertising

Igor Trajkovski

Faculty of Computer Science and Engineering,

“Ss. Cyril and Methodius” University in Skopje,
Rugjer Boshkovikj 16, P.O. Box 393, 1000 Skopje, Macedonia
trajkovski@finki.ukim.mk
http://wuw.finki.ukim.mk/en/staff/igor-trajkovski

Abstract. Online advertising has seen exponential growth since its in-
ception over 15 years ago, resulting in 2013 for the first time ever to
exceed broadcast television advertising revenues. This success has arisen
largely from the transformation of the advertising industry from a low-
tech, human intensive way of doing work (that were common place for
much of the 20th century and the early days of online advertising) to
highly optimised, mathematical, machine learning-centric processes that
form the backbone of many current online advertising systems.

Online advertising is a complex problem, especially from machine learn-
ing point of view. It contains multiple parties (advertisers, users, pub-
lishers and ad-networks), which interact with each other harmoniously
but exhibit a conflict of interest when it comes to risk and revenue ob-
jectives. It is highly dynamic in terms of the rapid change of user infor-
mation needs and the frequent modifications of ads campaigns. It is very
large scale, with billions of keywords, tens of millions of ads, billions of
users, millions of advertisers where events such as clicks and actions can
be extremely rare.

The goal of this paper is to overview the state of the art in online adver-
tising and to propose a linear programming model for scheduling online
ads. We tested the proposed system on the web site Time.mk and in this
paper we present the results and improvements of the click-through rates
(CTR) of the proposed approach.
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1 Introduction

Advertising revenue on the Internet is proving to be important for many compa-
nies that host Internet sites, as the resulting revenue can allow those companies
to make a profit without charging visitors for using their site. Many companies
have turned to targeting to compete for advertising budgets. The idea is to em-
ploy advertisement delivery systems that use collected information about the
visitors to decide which advertisements (ads) to show. For example, if a visitor
to a news site reads many sports stories then a delivery system can infer that
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the visitor is probably interested in sports and serve ads accordingly. In addition
it may be possible for a system to use explicitly collected information about the
visitor such as answers to a questionnaire.

The objective of targeting from the hosting Internet site’s point of view is
to convince advertisers that the targeting is likely to lead to increased sales.
Measuring such increases however is often difficult to achieve because it involves
merging ad presentation and click through data from the hosting Internet site
with purchase rate data from the company showing the ads, which in many
cases is impossible because of the security and confidentiality issues. Thus, many
hosting sites settle for targeting ads so as to maximize click through rate. For
this paper we adopt that goal.

If targeting based on click through rate were the only goal of targeted ad-
vertising a simple approach would be sufficient. In particular, we could build a
classifier that predicts click through rate for each ad given user attributes and
show to a user the ad most likely to be clicked by that user. However, advertisers
who buy advertising space on web sites place an additional constraint on the web
site. Namely, they require that each of their ads be shown a certain number of
times (CPM model - Cost Per Mile, mile is a 1000 impressions) that is, each ad
has an advertiser imposed quota.

A simple approach for maximizing click through rates described in [1] uses
hand assigned contexts in combination with a linear program. In [1] each web
page on which an ad may be shown is assigned a single context tag (e.x. "news
page” or "sports page”) that is thought to be predictive of click through rates
across ads. These rates are measured and then used in conjunction with a linear
program to optimize overall click through rate on the site. The basic idea is
borrowed from collaborative filtering techniques. If users similar to the current
visiting user of a web site clicked some ad then it is expected that the current
user will click that same ad.

In this paper we present an approach by learning the contexts from data.
Contexts are combination of user behaviour and context of the web page where
ad is presented, also called landing page. In Section 2 we describe the basic linear
programming approach. In Section 3 we describe a new approach for creating
7user-profile” contexts. In Section 4 we demonstrate the effectiveness of our
approach using real data from an Internet site (Time.mk). We show that the use
of learned contexts raise the click through rate by 182%, a dramatic improvement
over the random placement of ads which does not use targeting. In Section 5 we
discuss several possible extensions of the model. In Section 6 we draw some final
conclusions.

2 Basic linear program

In this section we present the basic approach. In this approach, we associate
each presentation of an ad which we call impression with a particular context.
We partition the web site into relatively small number of contexts and use these
contexts to predict click through rates of individual ads. We then use these
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individual click through rates in combination with a linear program to target
delivery so as to increase the overall click through rate on the site.

The context of an ad impression may be defined in a number of ways. A
context can be as simple as a hand assigned tag describing the content of the
landing page. For example, on Time.mk, the context of an ad impression may
correspond to whether the landing page has content relating to news, sports or
entertainment. Chickering and Heckerman [1] describe this approach in detail.
Alternatively, the context of an impression may depend on attributes of the
current and previously visited pages (e.g. specific words on the pages).

Once contexts are defined, the basic approach proceeds in two phases. In the
first phase, the delivery system delivers ads in some default random manner and
collects statistics about click through rate. In particular, for each ad and context
the system records:

1. The number of times that ad was shown in the context.
2. The number of times that a visitor shown the ad in the context clicks
through.

Using these counts, the system estimates - for each ad/context pair the prob-
ability that a visitor shown the ad in the context will click through. The first
phase need only be run long enough to get accurate probability estimates. Note
that the greater the number of contexts and ads, the longer the collection phase
must run.

In the second phase of the approach, the system uses the estimated click
through rate probabilities to construct a new schedule that maximizes the ex-
pected number of click throughs. To describe this phase we will use these nota-
tions:

— n is the number of ads
— m is the number of contexts
- pij, © = 1...n, j = 1...m denote the probability, estimated in the first
phase, that a visitor will click on advertisement ¢ shown in context j
S =U;{sij},i=1...n,j=1...m,is delivering schedule, where s, ; is the
number of times that advertisement ¢ is to be shown in context j per unit
time.
— g; is the quota (the number of promised impressions per unit time) for ad ¢
— ¢; is the number of impressions per unit time assigned to context j.
Since c¢; is not known with certainty when the schedule is produced we used
the expected value of ¢; in its place.

Assuming that the click through probabilities do not depend on the schedule,
we can express the expected click-through rate on the site, for any schedule, as

E(Click through rate) = Z Zpij - Sij (1)

i=1 j=1

We would like to find the schedule S = U; ;{s;;} that maximizes Equation
1, subject to contraints expresed as:

A. Madevska Bogdanova, D. Gjorgjevikj (Editors): ICT Innovations 2014, Web Proceedings, ISSN 1857-7288
© ICT ACT —http://ictinnovations.org/2014, 2014



282 ICT Innovations 2014 Web Proceedings ISSN 1857-7288

4 Igor Trajkovski

m
Zsij 2 G (2)
J

and

Z Sij S Cj (3)

Because the objective function (expected click through rate) is a linear func-
tion of S and both constraints are linear functions of S we can identify the
optimal schedule using a linear program.

Once the optimal schedule S has been identified, the delivery system needs to
deliver s;; impressions of advertisement ¢ to context j. A straightforward way to
show approximately the right number of each ad is as follows. When delivering
an impression in context j we randomly choose to serve ad ¢ with probability

z; o This approach has the advantage that the system does not need to keep
track of which ad have already been served. Furthermore, the random nature of
the algorithm ensures that any particular visitor is likely to be shown a variety
of ads.

The key requirement that make this approach work is the created contexts
must be relatively small in number so that the quantities p;; and c¢; can be
accurately estimated from historical data. We assume that the character of users
visiting the site do not change quickly over time.

3 User-profile and category contexts

In this paper we examine contexts that are intersection of users behaviour (their
history of pages visited on the site) and type of the landing page. The process
of formations od user-profile contexts is composed of two steps:

1. First, all users are clustered based on their preferences (visited pages)

2. For each cluster (cluster;) from step (1) and every category of the web
site (category;) we create user-profile context by creating the pair (cluster;,
categoryj), or context space is cartesian product of user clusters and cate-
gories.

In this way we define various contexts where ads are shown. For example if
we cluster users in 10 profiles/clusters/groups based on their behaviour /interests
and web site has for example 8 categories, we implicitly create 80 different con-
texts, some of them are (profile6, Macedonia), (profile2, Football), (profile9,
Travel), etc. The first context is interpreted as: User from profile6 is visiting a
page of category Macedonia. In that case we should randomly select an ad, from
the probability distribution computed in Section 2, and present it to the user.

So, our algorithm plans at each time step what is the best schedule to follow
based on its past observations. But this planning is not followed until the end of
the experience. Its role is just to give us what is supposed to be the best action
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for the next visitor. Then the response of the visitor permits us to improve our
estimations and to compute the next planning which should only be exploited
for the next visitor etc... Still, computing at every time step the schedule with
LP can be very costly. A straightforward simplification is then to perform each
new planning after having seen a significant number of visits in the website.

3.1 User clustering

Pages internally are represented as a set of weighted keywords, computed by
TF-IDF method. These keywords represent the most important words in the
page. This set of weighted keywords is called feature vector of the page. The
feature vector contains only the most important words that capture the essence
of the page. More about TF-IDF representation of text documents you can find
in [2,3].

User interests are also represented as a feature vector. User’s feature vector
is an average of all TF-IDF feature vectors corresponding to the pages that the
user opened on a web site in the last month (or a year).

When we have user representation (by TF-IDF feature vectors) and similarity
measure (cosine similarity between feature vectors) we can start clustering pro-
cedure. The well-known k-means clustering method [4], [5], [6] is used to cluster
users of a web site. Let n be the number of users and k£ be the number of desired
clusters. Initially, k users are selected at random, and assigned to clusters num-
bered 1 through k. The feature vectors of these users constitute the centroids of
these clusters. The remaining n—k users are considered sequentially. Each user is
assigned to the cluster whose centroid is closest to user’s feature vector (i.e., has
the highest inner product similarity with this centroid). When all the users have
been examined and assigned to their closest clusters, the centroid of each clus-
ter is recomputed. After re-computing the cluster centroids, the next iteration
through all the users is started. In this iteration, if a user is found to be closer
to a cluster that is different from its current cluster, then it is removed from the
current cluster and reassigned to the new cluster. Experiments suggested that 4
to 6 passes or iterations suffice to obtain good clusters.

4 Experiments and Results

In this section we examine the performance of our approach on data from one
of the biggest web sites in Macedonia, the news aggregator Time.mk. Time.mk
has 3 supercategories (News, Sport, Entertainment) and 26 subcategories (10
News, 6 Sport, 10 Entertainment). It has approximatelly 200.000 unique users
and more than 10.000.000 pageviews a month [?].

To solve a linear program, the standard method to use is the Simplex method.
Though it is not a polynomial algorithm, and can even be exponential in cer-
tain critical cases, it has been largely adopted in the industry for its very good
experimental speed. And even the more recent interior point method which is a
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polynomial algorithm is experimentally slower. Thats why we chose to use the
Simplex method in our experiments relying on glpk library.

We extracted our data from 7 days of logs (3 March 2014 till 9 March 2014)
from this site. In this period there were 2.500.000 impressions consisting of 12
ads). We used these data to build user-profile models, estimate probabilities p;j
and create allocations for the next 2 days. We used the next 2 days to evaluate
the performance of the proposed approach.

For one forth of impressions we served ads with no targeting. For one forth of
impressions we served ads using model with 29 contexts defined by the 3 super-
categories and 26 categories of Time.mk. For one forth of impressions we served
ads using k contexts, where k is the number of user-profiles, and for one forth of
impressions we served ads using 29 x k contexts defined by 29 (super)categories
of Time.mk and k user-profiles. We tested the system for k=2, 4, 8, and 16.

In both training and testing, each case corresponded to an ad impression.
That is a case consisted of the context of an ad impression and whether or not
the particular ad shown was clicked.

Specially for Time.mk, if news-cluster was shown it was counted as page of
the category where that news-cluster was categorised. In total, all pages in our
dataset were annotated with one of the 29 categories (3 supercategories and 26
ordinary subcategories).

The learned models we considered were models having a k user clusters
(k = 2,4,8,16). To demonstrate the importance of learning the contexts we
also evaluated ad allocation based on the hand assigned contexts (category tags
alone), and user-profile only contexts.

We report our results in terms of click through rate. The results in Table 1
show that learned contexts (User/Context) substantially outperform hand as-
signed contexts (Context) and user-profile only contexts (User).

Table 1. Click through rates (CTR) in %, k=8

Cluster source|CTR|improvement
User/Context | 2.14 182%
User 1.48 95%
Context 1.15 51%
No targeting | 0.76 0%

Table 2. Click through rates (CTR) in %, k=2, 4, 8, 6

Cluster source| k=2 |k=4|k=8 k=16
User/Context |120%|141%|182%| 101%
User 65% | 87% | 95% | 79%
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We can see that in Table 2 when number of user-profiles is 16 (k = 16)
we have significant decrease of CTR, from 182% to 101%. That is becouse the
learning in the first phase lacked enough data for acuratelly learning 464 (29 * 16)
probabilities. When we use big value for k there is also problem in performance
when category is not used but only the user-profile is used for context definition.
In the future work we should investigate the reasons for this decrease.

5 Discussion

This approach can be used to optimize any linear function of S not just the
total expected clicks. As an example, we could add a constant «;; to each term
in Equation 1 that weights the importance of showing the given advertisement.
This allows the site to give preferential treatment to (e.g.) advertisers who pay
more.

The ability to change the objective fucntion in our system addresses a possi-
ble objection to our approach: advertisers are not really interested in clicks, but
rather they are interested in increased profits. Assuming the data is availible, it
is easy to construct an appropriate (linear) objective function to maximize. For
example, if each p;; term from Equation 1 is redefined to denote the probability
that a user in context j will make a purchase corresponding to ad ¢, the sys-
tem can be applied directly to find the schedule that maximizes the number of
purchases.

The schedule that maximizes the total number of clicks for all advertisers may
drastically reduce the number of clicks for a particular advertiser. With small
modification, we can explicitly prevent this from happening (in expectation) by
adding the constraint that the total number of expected clicks for each particular
advertiser must be at least as large as in the pre-targeted schedule.

As another example, we can implement targeted-branding solutions into our
system by allowing advertisers to insist that certain number of advertisement
impressions remain in particular contexts, while allowing the remaining impres-
sions to be optimized for clicks.

6 Conclusion

We have extended the linear programming approach for maximizing click through
rate on an Internet site by using user clustering. Using data from Time.mk, we
have demonstrated that this approach dramatically increases click through rate
in comparison to the use of hand assigned contexts or not using targeting at all.
Because any advantage in click through rate is important, our learning based
approach has the potential to dramatically improve advertising revenue for those
sites on which it is used.
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