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Abstract. The global COVID-19 pandemic has catalyzed significant expansion
in artificial intelligence (AI) research within healthcare, highlighting the chal-
lenges humanity faces in managing large-scale health crises. In response, re-
search teams worldwide have employed computer vision to predict COVID-19
presence and severity. Despite these efforts, the clinical utility of AI models re-
mains limited, as they do not adequately address common errors made by radiol-
ogists: satisfaction of search, premature closure, and anchoring bias. Most Al re-
search has focused on single-label classifiers and severity predictors, which we
identify as problematic, as they cannot prevent missed diagnoses or identify ad-
ditional diseases. Radiologists can detect moderate and severe thoracic diseases,
but certain conditions may not be visible on X-rays in patients with mild symp-
toms. Hence, the added value of these Al models in clinical settings is unclear.
Moreover, accuracy metrics can be misleading without radiologist-annotated
bounding boxes outlining pathological areas. We address this by employing the
intersection over union (IoU) metric, a spatial metric that indicates the portion of
the observed pathological area identified by the model. This research utilizes X-
ray images from patients with healthy lungs or various lung diseases, and Mi-
crosoft Azure AutoML to develop a multi-output classification model. Our model
mitigates known cognitive errors in radiology by indicating the number of dis-
eases, naming them, and highlighting pathology locations. Finally, we propose a
comprehensive diagnostic system incorporating medical imaging as one compo-
nent. To create clinic-ready Al products, we emphasize the necessity of diverse,
well-labeled data spanning various demographics.

Keywords: multi-label classification, Azure AutoML, computer vision, Al in
healthcare, healthcare diagnostics.
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1 Introduction

The field of artificial intelligence (Al) experienced a significant surge during the
COVID-19 pandemic, with computer vision and neural networks being extensively uti-
lized to develop models aimed at easing the burden on the medical sector and aiding in
triage and treatment. Predominantly, these use cases involved single-output classifiers
that predict one disease and classifiers that assess the severity of a patient's condition.
However, Al models that predict only one disease have limited clinical utility for sev-
eral reasons: patients often suffer from multiple diseases simultaneously, necessitating
a model that can identify all present conditions. For instance, the morbidity of COVID-
19 is often influenced by comorbidities such as Parkinson's disease, diabetes, cancer,
and other lung diseases. Additionally, while human radiologists can distinguish be-
tween moderate and severe lung diseases in medical images [1], they are prone to cog-
nitive errors during the diagnostic process. Given the limited availability of antiviral
treatments that effectively differentiate between viruses, even a highly accurate model
distinguishing viral lung diseases, such as coronaviruses and influenza, may offer lim-
ited clinical benefit if treatment protocols remain the same.

Considering the psychological nature of radiologists' diagnostic errors, an Al model
that addresses these mistakes could provide a valuable solution. The three most com-
mon cognitive errors made by radiologists are satisfaction of search, premature closure,
and anchoring bias. Radiologists typically review a patient's health records before ex-
amining medical images, which can lead to cognitive biases. Satisfaction of search oc-
curs when radiologists look for diseases that match the health record information, po-
tentially overlooking additional abnormalities. Premature closure happens when radi-
ologists, often pressed for time, settle on the most obvious abnormality, influenced by
prior information. Anchoring bias arises when radiologists fail to integrate new or con-
trasting information into their diagnostic process.

This paper presents a multi-label lung disease classifier designed to assist radiolo-
gists by offering flexible outputs. The classifier can indicate the presence of pathology
in X-ray images, enumerate the detected diseases, identify the specific diseases, and
highlight the locations of the pathologies on the images.

2 Related work

2.1  Single-label lung disease classification

Researchers have employed various techniques to develop single-label lung disease
classifiers. An ensemble of deep convolutional networks utilizing MobileNet, Dense-
Net, and Vision Transformer [2] achieved an accuracy of 93.91% and an Fl-score of
93.43%. In [3], researchers used both normal and segmented images trained on four
networks—SqueezeNet, ResNetl8, Inceptionv3, and DenseNet121—to differentiate
between COVID-19, MERS, and SARS. The most effective network produced a model
with an accuracy of 98% and an F1-score of 97.7%. In [4], authors developed Detail-
Oriented Capsule Networks (DECAPS), a network that automatically diagnoses
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COVID-19 computed tomography (CT) scans. The study first segments the region of
interest using inverted dynamic routing, and then generates activation maps using a
two-stage patch crop and drop strategy. The network was able to achieve 84.3% preci-
sion, 91.5% recall, and a 96.1% area under the curve [4]. The authors in [5] developed
an attention-guided convolutional neural network consisting of three branches: the first
branch learns the regions specific to a disease and discards the noisy regions, the second
branch crops these regions, and the third branch is used to train the ResNet50 model.
Authors report an area under the curve (AUC) of 86.8%[5].

2.2 Multi-label lung disease classification

In [6], researchers developed a hybrid network architecture consisting of a spatial en-
coder module, a context encoder module, and a multi-branch output layer to train a
multi-label classifier on the same dataset used in this paper. They compared their model
to top-performing models such as ConsultNet, LLAGnet, and TNELF, demonstrating
that their hybrid network consistently outperformed these models, achieving an average
AUC of 83.8% across all labels [6]. The impact of class imbalance, where certain dis-
eases lack sufficient images, on the model’s performance is highlighted in [7]. Re-
searchers trained a multi-label classifier using five networks: CustomNet, Dense-
Net121, ResNet50, Inception, and VGG16. Despite achieving a relatively high reported
accuracy of approximately 87%, the models struggled to predict positive cases for cer-
tain diseases, such as consolidation and pleural effusion. The authors in [8] fine-tuned
the ConvNeXt network to get visual vectors, which were then combined with semantic
vectors encoded by BioBert to form a single metric space. The model trained on this
mapped vector achieves an AUC of 82.6% [8].

2.3  COVID-19 severity classification

Given the critical importance of assessing a patient's risk of deterioration or death dur-
ing the pandemic, researchers prioritized predicting the severity of COVID-19 infec-
tions. In [8], researchers augmented the image dataset with patient information such as
age, sex, and a pre-computed lung infection ratio, achieving an AUC of 79% for severe
cases. Additionally, deep learning and Al were employed to develop forecasting or time
series severity classifiers, which do not utilize images. In [9], researchers applied
XGBoost, a Bayesian classifier, a neural network, and a support vector machine to an-
alyze vital signs and blood analysis data from patients to predict whether a patient
would become critical during their hospital stay. They reported that the neural network
achieved an accuracy of 77%. In [10], authors classify CT scans into Non-COVID,
Severe-COVID, and Non-Severe COVID. The images are preprocessed using Contrast
Limited Histogram Equalization, and then used to train a VGG-16 network. The accu-
racy metrics are calculated over 10 cross-validation iterations using a support vector
machine. The authors report an accuracy of 96.05% and an F1-score of 95.96%][10].
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3 Dataset Construction

The images used in our research are sourced from the CXR8 NIH repository [11, 12],
which comprises 112,120 images labeled with 14 disease categories and one category
for healthy images. This repository includes a metadata CSV file, providing additional
information about the patients' ages and sex. The datasets include the following labels:
Infiltration, Atelectasis, Effusion, Nodule, Pneumothorax, Mass, Consolidation, Pleural
Thickening, Cardiomegaly, Emphysema, Fibrosis, Edema, Pneumonia, and Hernia.

To reduce computational costs and minimize the time required to upload images to
Azure and execute the multi-label model, we utilized approximately 25% of the avail-
able images. This approach ensures a balanced distribution of metadata and labels,
providing a comparable number of healthy and pathological images, a similar distribu-
tion of view types: anterior to posterior (AP) and posterior to anterior (PA), and an
equivalent number of male and female patients. The final dataset consists of 26,152
images. Table 1 presents the categorization of images by the number of diseases, with
0 indicating a healthy image.

Table 1. Number of Images per Number of Diseases Group

Number of Diseases | Number of images
0 10000

1 3836
2 6480
3 4205
4 1247
5 301
6

7

G

67
16
rand Total 26152

Figure 1 shows sample images of healthy patients, patients with one disease, and pa-
tients with multiple diseases:

Fig. 1. (a) Healthy Image, (b) Cardiomegaly, Consolidation, (c) Atelectasis, Cardiomegaly, Fi-
brosis, (d) Consolidation, Effusion, Infiltration, Mass.

Table 2 displays the most frequent label combinations for each number of diseases. For
instance, among images with two diseases, the most common pair is effusion and infil-
tration, followed by atelectasis and infiltration, and so on.
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Table 2. Top 5 Most Frequent Labels per Number of Diseases Group

One disease Two Disease Three Diseases Four Disease
Infiltration Effusion, Infiltration | Atelectasis, Effusion, | Atelectasis, Consolidation,

Infiltration Effusion, Infiltration
Atelectasis Atelectasis, Infiltra- | Atelectasis, Consoli- | Atelectasis, Cardiomegaly,

tion dation, Effusion Effusion, Infiltration

Effusion Atelectasis, Effusion | Edema, Infiltration, | Atelectasis, Effusion, Infil-

Pneumonia tration, Pneumothorax
Nodule Infiltration, Nodule | Consolidation, Effu- | Atelectasis, Effusion, Infil-

sion, Infiltration tration, Pleural Thickening
Pneumotho- | Cardiomegaly, Effu- | Edema, Effusion, In- | Atelectasis, Effusion, Infil-
rax sion filtration tration, Mass

The image dataset includes two views: AP (Anterior-Posterior) and PA (Posterior-An-
terior). In the PA view, the X-ray beam passes from the patient's back to the front, while
in the AP view, it passes from the front to the back. There are 12,809 images captured
in the AP view and 13,343 in the PA view. Table 3 provides the categorization of im-
ages categorized by view type and number of diseases detected.

Table 3. Number of Images per View Type and Number of Diseases Group

Number of Diseases AP PA
0 5000 5000
1 1887 1949
2 2946 3534
3 2140 2065
4 661 586
5 142 159
6 26 41
7 7 9

Grand Total 12809 | 13343

We obtained images from a cohort of 10,805 patients, comprising of 4,783 females and
6,022 males. Table 4 presents the categorization of male and female patients across
different age ranges, while Table 5 illustrates the number of male and female patients,
along with their average age categorized by the number of diseases detected.

Table 4. Number of Patients per Age Group and Sex

Age Range F M
<10 69 87
10-19 218 | 295
20-29 488 | 620
30-39 684 | 771
40-49 1024 | 1068
50-59 1167 | 1470
60-69 789 1147
70-79 289 | 474
80+ 55 90
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Table 5. Number of Patients and Average Age per Sex and Number of Diseases Group

# Diseases F M
1 3704 4708
avg.age 46.3 | avg.age 47.1
2 1542 2028
avg.age 49.3 avg.age 49
3 979 1305
avg.age 49.4 | avg.age 48.4
4 368 492
avg.age 49.4 | avg.age 48.1
5 95 146
avg.age 49.1 | avg.age 49.5
6 25 35
avg.age 55.3 | avg.age 45.8
7 3 13
avg.age 57.3 avg.age 42

It is observed that the average age generally increases with the number of diseases de-
tected in the image for both sexes. However, despite having only 13 images depicting
7 labels from male patients, their average age is notably lower at 42 years.

4 Experimental Methods and Results

4.1 Transfer Learning and Azure AutoML Hyperparameter Tuning

Neural networks are data-intensive and require substantial datasets for effective train-
ing. However, researchers frequently lack access to sufficiently large datasets compris-
ing only their images. To overcome this limitation, transfer learning is employed, where
a pre-trained model is fine-tuned for the specific task at hand. In this study, we utilize
MobileNetv2 and ResNet152 for this purpose.

Furthermore, neural networks feature numerous adjustable parameters that influence
model performance during training. Typically, these parameters are fine-tuned manu-
ally or through hyperparameter tuning techniques. Hyperparameter tuning involves
methods like grid or random search, which systematically explore a range of values for
each parameter and evaluate the model’s performance accordingly. Table 6 presents the
specific parameter values utilized across ten training iterations conducted on Azure.

We provide a concise overview of the training parameters utilized in our research
work:

e Learning rate: This parameter governs the adjustment of model weights between
successive training steps. Optimizing the learning rate is crucial for effective train-
ing; if too high, training may terminate prematurely with suboptimal solutions,
whereas if too low, convergence to a global minimum may be hindered by extended
training times.
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Batch size: Batch size refers to the number of images processed concurrently during
model training. Model weights are updated after processing each batch. Common
batch sizes include 32, 64, and 128. Larger batch sizes consume more memory,
which can be cost-prohibitive, while smaller batch sizes may introduce noise into
weight updates.

Epochs: An epoch represents a single iteration of the training process over the entire
dataset. During a single epoch, model weights are updated after processing each
batch of images. Multiple epochs involve repeating this process iteratively. For in-
stance, with 10 epochs, the model iteratively updates weights after each batch until
all training images are processed, repeating the cycle 10 times. It is critical to care-
fully select the number of epochs to avoid overfitting, where excessive epochs may
lead to the model fitting too closely to the training data but fail to predict correctly
on new, unseen images.

Training and validation splits: During training, the model's parameters are optimized
based on the data it encounters. However, this may not always translate to optimal
performance on unseen data, a phenomenon known as generalization. To mitigate
this, datasets are typically partitioned into training and validation sets. For example,
an 80% allocation to training data and 20% to validation data ensures the model's
performance can be assessed on unseen data, facilitating better estimation of its gen-
eralizability.

Neural networks involve numerous parameters that must be carefully tuned to opti-

mize model performance and ensure accurate predictions. Given the interdependencies
among these parameters, exploring various combinations is essential. Manual parame-
ter testing is typically slow and costly; therefore, we employ hyperparameter tuning
techniques such as grid search and random search.

Grid search: We define a grid of hyperparameter values and systematically train
models on each combination. For instance, if the learning rate choices are 0.001 and
0.01, and batch sizes are 32 and 64, we train models with configurations like 0.001
learning rate and batch size 32, and 0.01 learning rate and batch size 64.

Random search: This involves selecting values randomly from predefined distribu-
tions. Using the same example, a random search might explore a learning rate be-
tween 0.001 and 0.01 and batch sizes between 32 and 64, choosing combinations
randomly within these ranges.

Azure AutoML is employed to automate the parameter optimization process, facili-

tating the discovery of optimal parameters and model configurations. The models we
have available in the AutoML class for multilabel classifiers are:

MobileNet: a model used for mobile applications

ResNet: models using residual networks

ResNeSt: models using split attention networks

SE-ResNeXt50: — models using squeeze and excitation networks

ViT: models using vision transformers networks

Gien the constraints imposed by limited computational resources, a comprehensive

evaluation of all potential model configurations and hyperparameter combinations is
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computationally infeasible. Further research and increased funding are warranted to fa-
cilitate a more exhaustive exploration of available model architectures.

The dataset is partitioned into a training set comprising 80% of the images and a
validation set with the remaining 20%. Azure AutoML conducts training for up to 2
hours or a maximum of 15 training jobs, whichever is completed first. The image model
training class within Azure AutoML incorporates standard computer vision techniques
for image augmentation, including pixel value normalization, resizing, cropping, hori-
zontal flipping, and adjustments to saturation, brightness, contrast, and hue.

Table 6 presents the parameters and their corresponding values used in each training
job. The last three training jobs were terminated after approximately 30 seconds of
training due to insufficient improvement in accuracy or other metrics with the chosen
parameter configurations.

Table 6. Parameter Name and Parameter Value per Training Job 1 through 10

Parameter Job 1 Job 2 Job 3 Job 4 Job 5 Job 6 Job 7 Job 8 Job9 | Job 10

Learning Rate | 0.0953 | 0.0984 | 0.0186 | 0.0907 | 0.0747 | 0.056 0.069 0.0985 | 0.037 | 0.0232

Model name Mo- Mo- Res- Mo- Mo- Res- Mo- Res- Mo- Mo-
bilenet | bilenet | netl52 | bilenet | bilenet | netl152 | bilenet | net152 | bilen | bilenet
v2 v2 v2 v2 v2 etv2 v2

Optimizer Sgd Sgd Adam | Adam | Sgd Adam | Adam | Sgd Sgd Adam

Training crop | 256 224 224 224 224 224 224 224 256 256

size

Training 64 64 32 64 32 32 32 32 64 64

batch size

Validation 224 256 256 256 256 224 256 256 224 256

crop size

Validation 288 288 320 320 320 352 288 288 320 288

batch size

Grad accumu- | 1 1 1 1 1 1 1 1 1 1

lation step

Number  of | 15 15 6 15 15 4 15 4 15 15

epochs

4.2 Performance Measures

We are considering four distinct accuracy metrics: accuracy, AUC-weighted, weighted
F1-score, and intersection over union.

e Accuracy measures the percentage of correctly predicted labels, defined as the ratio
of correctly predicted labels to the total number of predictions. However, this metric
can be less informative in multilabel scenarios, especially when the labels are imbal-
anced. In our model, accuracy has two notable shortcomings:

— If an image contains multiple diseases, the model must predict the exact sequence
of labels in the correct order to be considered accurate.

— The dataset is imbalanced, with fewer than 500 images for patients with five or
more diseases.
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NumberofCorrectPredictions
Accuracy = — @)
TotalNumberofPredictions

AUC (Area Under the Curve) measures the area under the receiver operating char-
acteristic (ROC) curve, which plots true positive rates against false positive rates at
various classification thresholds. A higher AUC value, closer to 1, indicates better
model performance in distinguishing labels. The weighted AUC assigns weights to
the AUC values of each class based on their prevalence.

F1-Score accounts for both false positives and false negatives by incorporating both
precision and recall. This metric is particularly useful for uneven class distributions.
We use the weighted F1-score to adjust for class imbalance, ensuring each class
contributes proportionally to the overall score.

PrecisionxRecall

F1Score = 2x 2)

Precision+Recall

— Precision is the ratio of true positives to the sum of true and false positives. It is
crucial in healthcare to avoid both missing unhealthy patients and subjecting
healthy patients to unnecessary tests.

— Recall measures the proportion of actual positive cases correctly identified by the
model.

IoU (Intersection over Union) relaxes the strictness of the accuracy metric by eval-

uating the spatial overlap between the predicted and true label areas. It is defined as

the ratio of the intersection to the union of the predicted and true label areas.

of PredictedATrueLabels
ofPredL'cted/\TrueLabels\

IoU =

This metric provides a more nuanced understanding of the model's spatial prediction
accuracy.

Results and Discussion

Our experiment reveals that the areas identified as pathological by the model do not
align well with the actual pathological regions in the images. This suggests that relying
solely on AUC-weighted and F1-score metrics, which are most commonly reported in
the related work we discussed, might lead to overly optimistic evaluations of the mod-
el's performance. Instead, examining spatial accuracies provides a more accurate as-
sessment.

Below, we present the accuracy metrics for each step of all jobs.
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Accuracy per Step and Job

0125 = Job 1

= Job 2

0100 Job 3
= Job 4

= Job 5

= Job 6

Job 7

0.075

Accuracy

0.050

0.025

0.000

2 4 6 8 10 12 14

Step Number

Fig. 2. Accuracy per Step and Job

Figure 2 displays the accuracies per step for jobs 1 to 7. Only the first two jobs involve
multiple steps to train the models, and the accuracy generally improves with extended
training. However, all jobs exhibit very low accuracy overall.

AUC Weighted per Step and Job

08 -
——— Job 1

| —— = Job 2

Job 3
= Job 4

0.6

e ———— = Job 5
= Job 6
Job 7

0.4

AUC

0.2

2 4 6 8 10 12 14

Step Number

Fig. 3. Area Under the Curve Weighted per Step and Job

235
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three jobs is similar and stabilizes after initial improvements.

F1 Score

Figure 4 presents the F1-score weighted per step for jobs 1 to 7. Similar to the accuracy
metric, the F1-score for the first two jobs increases with longer training durations but

F1 Score Weighted per Step and Job

08 -
—— Job 1

| —— = Job 2

Job 3
06 = Job 4

e ———— = Job 5
= Job 6

04 Job 7

0.2

2 4 6 8 10 12 14

Step Number

Fig. 4. F1 Score Weighted per Step and Job

remains relatively low.

loU

loU per Step and Job

08 = Job 1
| ——— = Job 2
T Job 3

06 - Job 4

—— ~ Job 5
~ Job 6

04 Job 7

02

2 4 6 8 10 12 14

Step Number

Fig. 5. Intersection over Union per Step and Job
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Figure 5 illustrates the intersection of union per step and job. Like the accuracy and F1-
score, the intersection over union increases with longer training for the first two jobs
but does not achieve high values.

The best model was produced by training job 1. We used the model’s predictions to
determine the number of diseases it identified, showed these predictions to a radiolo-
gist, and generated a saliency map indicating the locations of these diseases on the im-
age. Figure 6 shows how our model can be used by radiologists to reduce their bias.

There is pathology detected on the X-Ray image.
There is pathology detected on the X-Ray image.

What would you like to see next?

What would you like to see next?

How Many Diseases Are Which Diseases Are Where Are The Diseases §
Detected Detected Detected l There are 3 diseases detected.

Where Are The Diseases
Detected

What would you like to see next?

How Many Diseases Are Where Are The Diseases
Detected Detected

The diseases detected are: Cardiomegaly, Effusion, Infiltration

. H
-
There is pathology detected on the X-Ray image.
-

Fig. 6. (a) Initial Choice, b) Number of Diseases Predicted, ¢) Names of Diseases Predicted, d)
Area of Pathology Predicted

Table 7 summarizes the four metrics for training job 1. As shown, the accuracy is ex-
ceptionally low at only 10%, the AUC-weighted is 77%, the F1-score weighted is 40%,
and the intersection over union is 30%. These results may be influenced by several
factors: the image labels are derived from records using natural language processing
with an expected accuracy of about 90%, meaning approximately 2,600 images in the
dataset may be mislabeled; the dataset is imbalanced with a high number of patients
with multiple diseases; and the training time may have been insufficient.

Table 7. Performance Metrics for the Best Performing Job

Metric Value
Accuracy 10 %
Auc-weighted 77 %
F1-score weighted 40 %
Intersection over union 30 %
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5.1 Performance Benchmarking

To contextualize our work within the current state of the art, we conducted a com-
parative analysis with several top-performing models in multi-label chest X-ray classi-
fication. While our model's performance (AUC-weighted: 77%, F1-score weighted:
40%) is promising, it currently falls short of the highest benchmarks set by recent stud-
ies. For instance, the hybrid network architecture proposed by Ozturk et al. [6] achieved
an average AUC of 83.8% across all labels, outperforming models such as ConsultNet,
LLAGnet, and TNELF. Similarly, the ConvNeXt-based approach by Bao et al. [8] re-
ported an AUC of 82.6%.

Our model's current performance is more comparable to that reported by Pillai [7],
who achieved approximately 87% accuracy using various networks including Custom-
Net, DenseNet121, ResNet50, Inception, and VGG16. However, it's important to note
that direct comparisons can be challenging due to differences in datasets, preprocessing
techniques, and evaluation metrics.

The discrepancy in performance highlights the potential for improvement in our ap-
proach, particularly through extended training times, larger datasets, and more ad-
vanced model architectures. Our focus on spatial accuracy through the IoU metric (30%
in our best model) also provides a unique perspective that is often overlooked in other
studies, emphasizing the importance of not just identifying diseases, but accurately lo-
cating them within the image.

6 Validation Approach and Ongoing Efforts

To address concerns about the validation of our findings, we have implemented a
multi-faceted approach to ensure the robustness and clinical relevance of our results.
Firstly, we employed a rigorous cross-validation strategy, partitioning our dataset into
80% training and 20% validation sets. This allowed us to assess the model's perfor-
mance on unseen data, providing a more realistic estimate of its generalization capabil-
ities.

Additionally, we have initiated a collaboration with radiologists from the Saint Eras-
mus Hospitlal in Ohrid to perform a qualitative assessment of our model's outputs. This
process involves presenting radiologists with a selection of our model's predictions,
including the number of diseases identified, their names, and the highlighted areas of
pathology (as shown in Figure 6). The radiologists provide feedback on the clinical
relevance and accuracy of these predictions, helping us to refine our model and ensure
its practical utility in a clinical setting.

Furthermore, we are in the process of conducting a retrospective study using a sep-
arate test set of 300 chest X-rays that were not used in the training or validation of our
model. This test set includes cases with confirmed diagnoses, allowing us to compare
our model's predictions against ground truth diagnoses made by experienced radiolo-
gists.

While these validation efforts are ongoing, preliminary results suggest that our mod-
el's ability to identify multiple diseases and highlight areas of concern aligns well with
radiologists' assessments. However, we acknowledge that further refinement and
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extensive clinical trials will be necessary before such a system could be considered for
real-world implementation. These validation processes form a critical part of our future
work, as outlined in Section 7.

7 Conclusion and Future Work

Our research underscores highlights the pivotal role of data product development in
creating artificial intelligence products. Accurate problem identification is equally es-
sential. Our multi-label classification model addresses a common oversight among hu-
man radiologists. However, training a model to achieve clinically acceptable accuracy
necessitates substantial computational resources, a comprehensive dataset of images,
supplementary patient metadata, and effective collaboration with the medical commu-
nity to annotate bounding boxes for each disease within medical images. Despite our
efforts, the current model's accuracy fails to meet the desired standard. Further research,
experimentation, and exploration of alternative models are imperative to realize a clin-
ically viable implementation of this concept.

For future work, we propose a system, as illustrated in Figure 7, that includes addi-
tional illnesses such as Parkinson’s disease, diabetes, and heart disease, to enhance the
system's robustness in diagnosing prevalent human conditions. Furthermore, we sug-
gest incorporating various types of data into the system: healthcare records detailing all
the diseases a patient may have, the medications they are taking, and demographic data
such as ethnicity, age, location, and living conditions.

=
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Fig. 7. Al Diagnostic System
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